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Abstract The Mumford-Shah functional is a general and
quite popular variational model for image segmentation. In
particular, it provides the possibility to represent regions by
smooth approximations. In this paper, we derive a statistical
interpretation of the full (piecewise smooth) Mumford-Shah
functional by relating it to recent works on local region sta-
tistics. Moreover, we show that this statistical interpretation
comes along with several implications. Firstly, one can de-
rive extended versions of the Mumford-Shah functional in-
cluding more general distribution models. Secondly, it leads
to faster implementations. Finally, thanks to the analytical
expression of the smooth approximation via Gaussian con-
volution, the coordinate descent can be replaced by a true
gradient descent.

Keywords Segmentation · Variational methods · Statistical
methods · Regularization

1 Introduction

Image segmentation has been one of the most studied prob-
lems in image analysis research. Having been handled in a
rather heuristic manner for a long time, three seminal works
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initiated a more systematic approach to the problem: the
Bayesian formulation of Geman and Geman (1984), and the
two variational formulations in Kass et al. (1988) and Mum-
ford and Shah (1989). All these works replaced the formerly
purely algorithmic description of a segmentation technique
by the formulation as an optimization problem. This system-
atic description based on sound mathematical concepts has
considerably improved the understanding of image segmen-
tation and supported the development of many new models
and algorithms.

Especially in case of the Mumford-Shah functional there
has initially been a large gap between its sound theoretical
formulation and efficient ways to find minimizers in prac-
tice. Although Mumford and Shah (1989) comprises almost
100 pages, there is not a single suggestion on how to im-
plement the underlying segmentation framework. This large
gap between theory and practice has been bridged by the
works of Ambrosio and Tortorelli (1990), Morel and Soli-
mini (1994), as well as the use of level set representations
of contours by Caselles et al. (1993), Chan and Vese (2001),
and Paragios and Deriche (2002). Most of the works build-
ing upon the Mumford-Shah functional are based on a sim-
plified version, the so-called cartoon limit. In this cartoon
limit, the image is approximated by a piecewise constant
function, contrary to the full Mumford-Shah functional,
which aims at a piecewise smooth approximation. The car-
toon limit has independently been proposed also by Blake
and Zisserman (1987), spatially discrete approximations can
be minimized by graph cut methods (Greig et al. 1989;
Boykov et al. 2001).

Whereas the three above-mentioned approaches to image
segmentation are all based on energy minimization, their
motivation is quite different. Zhu and Yuille (1996) out-
lined many relations between these functionals and algo-
rithmic implementations such as region merging or region
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growing. In particular, they established a link between the
statistical maximum a-posteriori approach by Geman and
Geman and the cartoon limit of the Mumford-Shah func-
tional. Based on the statistical motivation of the maximum
a-posteriori approach, Zhu and Yuille suggested a general-
ization of the cartoon model, where the constant approxima-
tion of image regions is replaced by arbitrary intensity distri-
butions. This formulation was used particularly in level set
based segmentation approaches where full Gaussian distri-
butions (Rousson and Deriche 2002), Laplace distributions
(Heiler and Schnörr 2005), and nonparametric kernel densi-
ties (Kim et al. 2005; Cremers and Rousson 2007) have been
suggested. For a recent review of statistical approaches to in-
tegrate color, texture, motion and shape, we refer to Cremers
et al. (2007).

Zhu and Yuille established relations between statistical
methods and the cartoon limit of the Mumford-Shah func-
tional, yet in their work, they ignored the part of the func-
tional that allows also for piecewise smooth approximations.
In the present paper, we complete their work by showing that
the Mumford-Shah functional can be interpreted as a first-
order approximation of a specific maximum a-posteriori
model, where pixel intensities are not, as usual, identically
distributed but where the distribution varies with the posi-
tion in the image. Such local region statistics have recently
been introduced in the scope of medical image segmentation
(Taron et al. 2004) and silhouette based 3D tracking (Brox et
al. 2005). The statistical interpretation we derive is consid-
erably different from the one in Tsai et al. (2001). Whereas
Tsai et al. (2001) focus on the joint segmentation and de-
noising task, we consider here pure segmentation, where the
smooth approximation is a latent variable. In contrast to the
interpretation in Tsai et al. (2001), the new one has several
practical implications in the scope of segmentation. Firstly,
it allows to generalize the Mumford-Shah functional. Such
generalizations can be derived from various local statistical
models by using the equivalence in the opposite direction.
In particular, we propose a functional that approximates the
input intensity by a piecewise smooth Gaussian distribu-
tion including mean and variance. Secondly, one gets access
to numerical implementations that are much more efficient
than the usual way of solving a large linear system for each
region. Our comparison of five implementations reveals sig-
nificant speedups. Finally, the analytical expression for the
smooth approximation given the region contours in the sta-
tistical model allows for a gradient descent in the contour as
opposed to a coordinate descent in the contour and the re-
gional intensity approximation. Since such an analytical ex-
pression is lacking for the Mumford-Shah functional, a gra-
dient descent cannot be derived without the relationship to
local region statistics.

We previously presented our statistical interpretation of
the Mumford-Shah functional at a conference (Brox and

Cremers 2007b). In the present paper we extend this work
by focusing on the practical implications of this interpreta-
tion.

The remainder of this paper is organized as follows. In
Sects. 2 and 3 we briefly review the Mumford-Shah func-
tional and the statistical approach to image segmentation via
maximum a-posteriori estimation of contours, respectively.
In Sect. 4, we then show an equivalence between these two
approaches. From this we obtain a new statistical interpre-
tation of the Mumford-Shah functional that allows extend-
ing the functional and to employ more efficient implementa-
tions. These extensions are described in Sect. 5. Moreover,
we derive the Euler-Lagrange equations of local region sta-
tistics and compare the gradient descent to the usual coordi-
nate descent. Supplementary online material (Brox and Cre-
mers 2007a) further contains a brief demonstration of local
region statistics in the scope of contour tracking. The paper
concludes with a summary in Sect. 6.

2 The Mumford-Shah Functional

The idea of Mumford and Shah was to combine image
denoising and segmentation by a functional that simul-
taneously seeks a piecewise smooth approximation u :
(� ⊂ R

2) → R of the image I : (� ⊂ R
2) → R and a min-

imal edge set K that separates the non-smooth parts from
each other. This can be expressed as minimization of the
functional

E(u,K) =
∫

�

(u − I )2dx + λ

∫
�−K

|∇u|2dx + ν|K|, (1)

where λ ≥ 0 and ν ≥ 0 are constant weighting parameters.
Since our focus lies on image segmentation, we will only
consider edge sets which are sets of rectifiable closed curves
(Morel and Solimini 1994). In this case, the edge set parti-
tions the image into an a priori unspecified number of dis-
joint regions �i , with � = ⋃

i �i , each being approximated
by a smooth function ui : �i → R.

An interesting special case arises for λ → ∞, where u

is required to be piecewise constant. This case, already dis-
cussed in Mumford and Shah (1989), is known as the car-
toon limit and can be written in short form

E(u,K) =
∑

i

∫
�i

(ui − I )2dx + ν0|K|, (2)

where �i denotes the piecewise constant regions separated
by K and ν0 is the rescaled version of the parameter ν in (1).
In this limiting case, ui is no longer a function but collapses
to a single value. Due to the quadratic penalizer, given �i , ui

becomes the mean of I within �i . A related approach was
independently developed by Blake and Zisserman (1987). In
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the spatially discrete case, (2) is related to the Potts model
(Potts 1952).

The model in (2) can be simplified further by assum-
ing an a priori fixed number of regions N . In particular,
the case N = 2 and its level set formulation by Chan and
Vese (2001) has become very popular. A discrete version of
the binary case has been introduced by Lenz and Ising for
modeling ferromagnetism already in the 1920s (Lenz 1920;
Ising 1925).

3 Maximum A-Posteriori Model and Local Region
Statistics

An alternative approach to image segmentation can be de-
rived using Bayes’ rule

p(K|I ) = p(I |K)p(K)

p(I)
. (3)

Here one seeks for a partitioning by the edge set K that max-
imizes the a-posteriori probability given the image I . The
first factor in the numerator is in general approximated by
an intensity distribution in the regions i = 1, . . . ,N sepa-
rated by K . The second factor is the a-priori probability of a
certain partitioning K . Usually, the total length of the edge
set K is assumed to be small,

p(K) = exp(−νB |K|), (4)

but other more sophisticated shape priors can be integrated
here, as well (Cremers et al. 2002). Assuming independence
of intensities at different locations x, one can write a contin-
uous product with dx being the infinitesimal bin size. With
the partitioning of � by the edge set K into disjoint regions
� = ⋃

i �i , �i ∩ �j = ∅,∀i 
= j , the product can be sepa-
rated into products over the regions:

p(I |K) =
∏
x∈�

p(I (x)|K,x)dx

=
∏
i

∏
x∈�i

p(I (x)|x,x ∈ �i)
dx. (5)

For convenience we define the conditional probability den-
sity to encounter an intensity s at position x given that
x ∈ �i as

pi(s,x) := p(s|x,x ∈ �i). (6)

Note that we have here a family of probability densities
pi(s,x) for all x ∈ �, i.e.,

pi(s,x) : R → R
+
0 , pi(s,x) ≥ 0,∫

R

pi(s,x)ds = 1, ∀s ∈ R,∀x ∈ �. (7)

In general, it is preferable to express the maximization of (3)
by the minimization of its negative logarithm. With the
above assumptions, this leads to a generalized version of the
cartoon limit (Zhu and Yuille 1996):

E(K) =
∑

i

∫
�i

− logpi(I (x),x)dx + νB |K|. (8)

A typical model for the probability densities pi is a homoge-
nous Gaussian distribution in each region �i :

pi(s,x) ≡ pi(s) = 1√
2πσi

exp

(
− (s − μi)

2

2σ 2
i

)
, (9)

where μi and σi denote the mean and standard deviation of
I in region �i . Alternatively, a Laplace distribution (Heiler
and Schnörr 2005) and a nonparametric density (Kim et al.
2005) have been suggested. All these models apply the same
probability density to all points in a region. Hence, we will
call them spatially homogeneous region models.

In contrast, local region models drop the assumption of
identically distributed pixel intensities within a region.1 Tak-
ing the spatial position into account, there is in general a dif-
ferent probability density at each point x in the region, i.e.,
μi,σi ∈ R turn into functions μi,σi : �i → R. Estimation
of these functions can be achieved using a window function,
e.g. a Gaussian Gρ with standard deviation ρ, that restricts
the estimation to points within this window (Brox 2005):

μi(x) =
∫
�i

Gρ(x − ζ )I (ζ ) dζ∫
�i

Gρ(x − ζ ) dζ
,

σi(x) =
∫
�i

Gρ(x − ζ )(I (ζ ) − μi(x))2 dζ∫
�i

Gρ(x − ζ ) dζ
.

(10)

Obviously, the local region model converges to the corre-
sponding homogeneous model for ρ → ∞.

Rather than applying a parametric model for pi(s,x), one
can also set up a local nonparametric model via a kernel
density estimator (Brox 2005). Estimating the densities with
the Parzen method (Parzen 1962) from samples in the local
neighborhood Gρ , yields

pi(s,x) =
∫
�i

Gρ(x − ζ )Kh(s − I (ζ )) dζ∫
�i

Gρ(x − ζ ) dζ
, (11)

where Kh is a suitable kernel function of width h. Often
Kh is chosen to be the Gaussian kernel with standard devi-
ation h. Such a local, nonparametric region model yields a
very general descriptor of regions.

1This should not be confused with dropping the independence assump-
tion stated above.
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4 Statistical Interpretation of the Mumford-Shah
Functional

The maximum a-posteriori model from the last section is
quite flexible in the choice of the probability density func-
tion. It further yields a nice statistical interpretation of the
model assumptions and allows for the sound integration of a-
priori information. The reader may have noticed similarities
between the models in Sects. 2 and 3. Indeed there has been
proven an equivalence between the cartoon model and the
MAP estimate. Having a fixed standard deviation σ = √

0.5
for all regions and setting νB = ν0, the MAP energy from (8)
becomes exactly the cartoon model in (2) (Zhu and Yuille
1996).

With this equivalence in mind, is there a choice of the
probability density function that relates the Bayesian model
to the full, piecewise smooth Mumford-Shah functional
stated in (1)? A straightforward statistical interpretation has
been given in Tsai et al. (2001), where the Bayesian model
is extended to p(K,u|I ) ∝ p(I |K,u)p(u|K)p(K). In this
interpretation, both the edge set K and the smooth approx-
imation u are sought and the additional term in the full
Mumford-Shah functional can be regarded as a conditional
prior on u. While this interpretation is fully satisfactory
for the joint segmentation and denoising problem, the prior
p(u|K) is of little use, if the pure segmentation problem (3)
is considered, where u is only an auxiliary variable. In the
following, we give a different statistical interpretation than
in Tsai et al. (2001) that neglects the denoising issue and
focuses on segmentation. In Sect. 5 it will turn out that this
interpretation has many practical implications that in their
majority cannot be derived from the interpretation in Tsai et
al. (2001).

The new interpretation is based on the fact that (1) ex-
plicitly allows the approximation u to vary within a region.
Clearly, homogeneous region statistics cannot model this as-
pect, but local region statistics do. Hence, having in mind
that the equivalence of the Bayesian model and the cartoon
model was established for a homogeneous Gaussian region
model with fixed standard deviation, we take a closer look
at the local Gaussian model, again with fixed standard devi-
ation. The decisive observation is that the local mean in (10)
is a convolution of the image I with the Gaussian function
Gρ including a normalizing denominator for the case that
the window hits the boundary of �i . This normalization only
ensures preservation of the average gray value of μi in the
domain �i .

In order to relate this model to the Mumford-Shah func-
tional, we will formulate the filtering operation in a regular-
ization framework. Yuille and Grzywacz (1988) as well as
Nielsen et al. (1997) showed that the outcomes of some lin-
ear filters are exact minimizers of certain energy functionals
with an infinite sum of penalizer terms of arbitrarily high

order. More precisely, it was shown in Nielsen et al. (1997)
that filtering an image I with the filter

ĥ(ω) = 1

1 + ∑∞
k=1 αkω2k

(12)

given in the frequency domain, yields the minimizer of the
following energy functional:

E(u) =
∫

R

(
(u − I )2 +

∞∑
k=1

αk

(
dku

dxk

)2
)

dx. (13)

In particular, this includes for αk = λk

k! , the Gaussian filter

ĥ(ω,λ) = 1

1 + ∑∞
k=1

λk

k! ω2k
= exp(−λω2). (14)

This filter corresponds to the Gaussian Gρ with standard de-
viation ρ = √

2λ in the spatial domain. Nielsen et al. (1994)
further showed that for Cartesian invariants, such as the
Gaussian, this correspondence can be generalized to higher
dimensions. Therefore, the convolution result in (10) is the
exact minimizer of

E(μi)

=
∫

�i

(
(μi − I )2 +

∞∑
k=1

λk

k!
∑

j1+j2=k

(
dkμi

dxj1dyj2

)2
)

dx

(15)

with natural boundary conditions.
Based on these findings, we can generalize the piece-

wise constant case. We plug the local Gaussian probabil-
ity density with fixed standard deviation σ = √

0.5 into the
Bayesian model in (8):

EB(K)

=
∑

i

∫
�i

1

2
log(2πσ 2) + (I (x) − μi(x))2

2σ 2
dx + νB |K|

=
∑

i

∫
�i

(I (x) − μi(x))2dx + νB |K| + const. (16)

The means μi have been defined in (10) as the results of lo-
cal convolutions. As we have just found, this convolution
result is the minimizer of (15). Hence, we can write the
Bayesian energy as:

EB(μ,K) =
∑

i

∫
�i

(
(μi − I )2

+
∞∑

k=1

λk

k!
∑

j1+j2=k

(
dkμi

dxj1dyj2

)2
)

dx

+ νB |K|. (17)
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Fig. 1 Comparison of
regularization with and without
higher order penalizers.
Left: Original image.
Center: Smoothing result with
the regularizer in (17) (Gaussian
smoothing) for λ = 20.
Right: Smoothing results with
the regularizer in (18) for λ = 20

Neglecting all penalizer terms of order k > 1 yields

EMS(μ,K)

=
∑

i

∫
�i

((μi − I )2 + λ|∇μi |2)dx + νB |K| + const.

(18)

which states exactly the Mumford-Shah functional in (1).
Consequently, minimizing the full piecewise smooth
Mumford-Shah functional is equivalent to a first-order ap-
proximation of a Bayesian a-posteriori maximization based
on local region statistics. In particular, it is the approxima-
tion of the Bayesian setting with a Gaussian distribution,
fixed standard deviation σ = √

0.5, and a Gaussian win-
dowing function where ρ = √

2λ and νB = ν.
The main effect of neglecting the higher order terms is

that the minimizers μi of the functional in (18) are less
smooth than those of the functional in (17). Figure 1 de-
picts a comparison in case of the whole image domain being
a single region. Obviously, the visual difference is almost
negligible, and it can be further reduced by choosing λ in
the first-order approximation slightly larger than in the reg-
ularizer containing the infinite sum of penalizers.

5 Consequences of the Statistical Interpretation

5.1 The Mumford-Shah Functional Including Variance

The statistical interpretation of the Mumford-Shah func-
tional places us in a position to modify the original func-
tional in a way that it can deal with more general distribu-
tions. For instance, one may cast doubt on the inherent as-
sumption of having a fixed variance in the whole image. In
the statistical formulation, taking the variance into account
is very easy, as shown in Sect. 3. Hence, we can take the
statistical model and express the convolutions by regular-
ization formulations in order to obtain a corresponding ex-
tended Mumford-Shah functional.

With the full Gaussian model, the probability densities

pi(s,x) = 1√
2πσi(x)

exp

(
(s − μi(x))2

2σi(x)2

)
(19)

depend on two functions μi(x) and σi(x) given by (10). For
ρ → ∞ they are the mean and standard deviation of I in �i ,
i.e., the minimizers of

∫
�i

(
(μi − I )2

2σ 2
i

+ 1

2
log(2πσ 2

i ) + λ(|∇μi |2 + |∇σi |2)
)

dx

(20)

for λ → ∞. This yields a generalized cartoon model. For
ρ � ∞ we make use of the relation between Gaussian con-
volution and regularization stated in the previous section and
obtain μi(x) and σi(x) as the minimizers of

E(μi, σi) =
∫

�i

(
(μi − I )2

2σ 2
i

+ 1

2
log(2πσ 2

i )

)
dx

+
∫

�i

∞∑
k=1

λk

k!
∑

j1+j2=k

(
dkμi

dxj1dyj2

)2

dx

+
∫

�i

∞∑
k=1

λk

k!
∑

j1+j2=k

(
dkσi

dxj1dyj2

)2

dx. (21)

Based on the observation in Sect. 4, a qualitatively similar
approach is obtained by neglecting the penalizer terms with
k > 1, which yields an extended version of the Mumford-
Shah functional:

E(μ,σ,K) =
∫

�

(
(μ − I )2

2σ 2
+ 1

2
log(2πσ 2)

)
dx

+ λ

∫
�−K

(|∇μ|2 + |∇σ |2)dx + ν|K|. (22)

One immediate advantage of this functional versus the orig-
inal from Mumford and Shah (1989) is the possibility to dis-
tinguish regions being equal in their mean value but differ-
ing in their variance. Such an example is shown in Fig. 2.
Since the difference in the variance helps driving the con-
tour, local minimization of the extended functional succeeds
in splitting the image correctly. The original Mumford-Shah
functional missing this support, on the other hand, results
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Fig. 2 Top row, from left to right: (a) Original image of size 200×200
pixels with the initial contour. (b) Contour obtained with the extended
Mumford-Shah functional in (22) modeling the variance (λ = 72, ν =
2). (c) Approximated mean μ. (d) Image generated by sampling from
the approximated mean and variance. Bottom row, from left to right:

For comparison, results of the traditional Mumford-Shah functional
(no variance included). (e) Contour for ν = 2900. (f) Approximated
mean for ν = 2900. (g) Contour for ν = 3100. (h) Approximated mean
for ν = 3100. There is no choice of ν that perfectly captures the region

Fig. 3 Two texture segmentation examples. From left to right:
(a) Original images of size 256 × 151 and 241 × 161 pixels, respec-
tively, with the initial contour. (b) Result with the traditional Mumford-
Shah functional (no variance included). (c) Result with the functional
in (23) modeling the variance. (d) Result with the nonparametric model

in (24), a bin width of 4 and a Parzen kernel width of 1. The implicit
weighting in the functional (23) yields favorable segmentations. Al-
though the nonparametric model includes an (even more sophisticated)
weighting, local minima yield visually less pleasant segmentations

in a partially unpleasant solution. Also note the good re-
construction of the original image from the estimated mean
and variance function shown in Fig. 2(d). This illustrates the
larger descriptive power of the extended functional. Results
have been obtained with a level set implementation and a
restriction of the model to two regions.

Including the variance becomes even more interesting in
the vector-valued case

E(μ,σ,K) =
M∑

k=1

∫
�

(
(μk − Ik)

2

2σ 2
k

+ 1

2
log(2πσ 2

k )

)
dx

+ λ

M∑
k=1

∫
�−K

(|∇μk|2 + |∇σk|2)dx

+ ν|K|, (23)

where I : � → R
M , μ : � → R

M , and σ : � → R
M . In

this case, the separate variance functions estimated for each
channel act as implicit weights. Consequently, the influence
of each channel only depends on its discriminative proper-
ties and not on the magnitude of the channel values. This
allows for the sound integration of different input channels
with different contrast and noise levels.

Figure 3 demonstrates this property by comparing the
outcome of texture segmentation for the functional in (23)
and the same functional with the standard deviation set
fixed. Four texture feature channels according to Brox and
Weickert (2006) have been supplemented to the gray value
and color channels, respectively. In order to attenuate the
severe influence of local minima in the piecewise smooth
Mumford-Shah functional, a coarse-to-fine strategy was ap-
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Fig. 4 Same experiment as in Fig. 2 but with the nonparametric model
from (24). The bin width for the Parzen estimator was 4 and the ker-
nel was a Gaussian with standard deviation 1. λ = 72 and ν = 4. The
approximation of the input image obtained by sampling from the esti-
mated densities is quite good. The contour, however, does not perfectly
separate the two regions due to local minima in the contour evolution

plied. In particular, starting from the cartoon limit, the pa-
rameter λ was slowly decreased until it reached the final
value of λ = 72. Figure 3 shows that including the variance,
thereby including implicit channel weights, yields favorable
segmentations.

5.2 A Nonparametric Mumford-Shah Functional

The Mumford-Shah functional can be further generalized by
introducing nonparametric density models. Let p be fam-
ily of probability density functions as defined in (7). These
general densities can be described by a kernel density esti-
mator leading to a nonparametric model similar to the one
in (11). The following functional involving the kernel Kh

prefers segmentations such that p is spatially smooth in each
region:

E(K) =
∑

i

(∫
�i

− logp(I (x),x)dx

+
∫

R

∫
�i

(p(s,x) − Kh(s − I (x)))2

+ λ|∇p(s,x)|2 dxds

)
+ ν|K|. (24)

Although it is on the first glance not clear whether the
property

∫
p(s,x)ds = 1,∀x holds for the densities in-

volved here, one can prove this by regarding gradient de-
scent for enforcing the smoothness. Let p0(s,x) = Kh(s −
I (x)). For all times t in the gradient descent and for all λ,
p remains a family of densities because: ∂t

∫
p(s,x)ds =∫

∂tp(s,x)ds = ∫
�p(s,x) − (p(s,x) − p0(s,x))/λds =

�
∫

p(s,x)ds − ∫
(p(s,x) − p0(s,x))/λds = 0.

Applying a kernel density estimator certainly leads to an
extremely general segmentation model. In combination with
local optimization schemes this usually yields the drawback
of having more local optima in the objective function than

simpler models. Figure 4 shows the result of the same exper-
iment as in Fig. 2 but with the nonparametric model. It indi-
cates the problems that may arise from a too general model.
Nonetheless, a local nonparametric model can be interesting
in case of other optimization techniques or in case of λ being
rather large combined with close initializations.

5.3 Efficient Implementation

Given the striking similarity between the first-order regu-
larization and Gaussian convolution (see Fig. 1) and the
theorem by Nielsen et al., we can consider to exchange
the implementation of regularization and Gaussian convolu-
tion. As we show in this section, this can lead to significant
speedups. We compared the following implementations for
computing the smooth approximation μi of each region �i .

Regularization The typical implementation is to minimize

E(μi(x))

=
∫

�i

(
(μi(x) − I (x))2 dx + λ

∫
�

|∇μi(x)|2
)

dx (25)

by solving the corresponding Euler-Lagrange equation

1x∈�i
· (μi(x) − I (x)) − λ�μi(x) = 0, (26)

where � denotes the Laplace operator and 1x∈�i
= 1 if

x ∈ �i and 0 otherwise. Discretization of (26) yields a lin-
ear system. We solved this linear system once by gradient
descent (2000 iterations) and once by a unidirectional multi-
grid scheme employing 25 iterations of successive over-
relaxation (SOR) at each grid level. A slightly faster imple-
mentation could be achieved with a full multigrid solver.

Gaussian Convolution According to Nielsen et al. (1997),
the above regularization is a first-order approximation of
Gaussian convolution. Hence, the minimizer in (25) can be
well approximated by the normalized convolution

μi(x) =
∫
�i

Gρ(x − ζ )I (ζ ) dζ∫
�i

Gρ(x − ζ ) dζ
. (27)

The naive implementation includes two convolutions with
a sampled Gaussian: one convolution of the image and one
of the region indicator function in the denominator. For effi-
ciency reasons, the Gaussian was truncated outside the 2ρ-
interval.

Recursive Filtering A much more efficient approximation
of the above convolution operation is by recursive filtering
(Deriche 1990), particularly if ρ is large. The idea of such
filters is to recursively propagate information from one part
of the image to another in a single forward-backward sweep.
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Fig. 5 Smooth region
approximations for the image in
Fig. 2 obtained with different
implementations. Top left:
Minimization of the
regularization functional.
Top right: Convolution with a
Gaussian truncated at 2ρ.
Bottom left: Recursive filter.
Bottom right: Four iterations of
a box filter. Since the truncated
Gaussian and the box filter have
only compact support, areas that
are far outside the region are not
specified

Whereas the Gaussian convolution described above has a
time complexity of O(kN), where N is the number of pix-
els and k = 4ρ the width of the sampled Gaussian, recursive
filtering has a complexity of O(N), which is independent
of ρ. This is particularly useful in case of the Mumford-
Shah functional, where typical values of ρ are in the area
of ρ = 12 or larger. Recursive filtering in this context has
been suggested in Piovano et al. (2007). We implemented
the second order recursive filter from Deriche (1990).

Iterated Convolution with a Box Filter Another fast alter-
native to Gaussian convolution, which has also a time com-
plexity of O(N), is by iterating a box filter, i.e., convolution
with the filter mask

h(s) =
{

1
2ρ

if |s| < ρ,

0 else.
(28)

Infinite convolution of this function with itself yields a
Gaussian. However, three iterations are already sufficient to
be close to a Gaussian. We applied the filter four times, two
times in each direction. Convolution with h(s) can be im-
plemented very efficiently, since

1

2ρ

b+1∑
i=a+1

I (i) = 1

2ρ

(
b∑

i=a

I (i) + I (b + 1) − I (a)

)
.

Figure 5 depicts the smooth approximations computed
for the two regions of the synthetic example in Fig. 2.
Clearly, the four implementations yield very similar results,
especially inside the respective region. Far outside each re-
gion, the computed values start to differ. In particular, as the
Gaussian filter and the box filter both have a compact sup-
port, values are unspecified for points that are farther than
2ρ from the region. This is irrelevant for local contour evo-
lutions, but global minimization techniques, such as graph
cuts (Greig et al. 1989; Boykov et al. 2001) or comparable

Table 1 Computation times for computing the smooth approximation
and the variance of one region in a 200 × 200 image with λ = 72, or
ρ = 12, on a 2 GHz Pentium M processor

Implementation Computation time Speedup

Regularization (gradient descent) 2384.04 ms 1

Gaussian convolution 104.74 ms 24

Regularization (cascadic SOR) 68.59 ms 35

Recursive filter 7.40 ms 322

Box filter 7.10 ms 336

continuous algorithms (Chan et al. 2006) need values to be
specified in the whole image domain.

Table 1 compares computation times. A naive Gaussian
convolution is already 24 times faster than regularization
implemented with a simple gradient descent. While a fast
implementation with cascadic SOR is faster than naive
Gaussian convolution, recursive filtering as well as the it-
erated box filter provide speedups of more than two orders
of magnitude. This clearly demonstrates the advantage of
computing the smooth approximations by a convolution ex-
pression rather than the regularization framework.

5.4 Exact Shape Gradient

The statistical framework allows for the computation of the
gradient with respect of the contour. This becomes possible,
since the dependency of the smooth region approximations
on the contours are available in an analytic form by means of
convolution expressions, in contrast to the Mumford-Shah
functional, where these approximations can only be com-
puted numerically. This leads to an exact gradient descent,
whereas the usual implementation is only a coordinate de-
scent. Precise shape gradients including secondary terms are
not unusual, though they are rarely implemented. In Piovano
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et al. (2007) the secondary terms for a local Gaussian distri-
bution with fixed variance have been derived and brought
in a form that allows for an efficient implementation. The
exact shape gradient with respect to the level set function

 : � → R can be computed by means of the Gâteaux deriv-
ative. In particular

dE(
(x) + εh(x))

dε

∣∣∣∣
ε=0

= 0 (29)

must hold for any test function h(x). We focus here on the
contribution of a single region with a local Gaussian distri-
bution and neglect the length constraint, which is known to
yield a curvature dependent term. More details can be found
in Brox and Cremers (2007a). With the following abbrevia-
tions

F1(x) := (K ∗ H(
))(x) =
∫

�

K(x − y)H(
(y))dy,

F2(x) := (K ∗ (H(
)I)(x) =
∫

�

K(x − y)H(
(y))I (y)dy → μ(x) = F2(x)

F1(x)
,

F3(x) := (K ∗ (H(
)I 2)(x) =
∫

�

K(x − y)H(
(y))I 2(y)dy → σ 2(x) = F3(x)

F1(x)
− μ2(x),

F4(x) :=
(

K̄ ∗ H(
)((I − μ)2 − σ 2)

σ 4F1

)
(x) =

∫
�

K(y − x)H(
(y))((I (y) − μ(y))2 − σ 2(y))

σ 4(y)F1(y)
dy,

F5(x) :=
(

K̄ ∗ H(
)(2Iσ 2 − 2μ(I − μ)2)

σ 4F1

)
(x) =

∫
�

K(y − x)H(
(y))(2I (y)σ 2(y) − 2μ(y)(I (y) − μ(y))2)

σ 4(y)F1(y)
dy,

F6(x) :=
(

K̄ ∗ H(
)
(
σ 2

(
F3
F1

− 2Iμ
) − (I − μ)2(σ 2 − μ2)

)
σ 4F1

)
(x)

=
∫

�

K(y − x)H(
(y))
(
σ 2(y)

(F3(y)
F1(y)

− 2I (y)μ(y)
) − (I (y) − μ(y))2(σ 2(y) − μ2(y))

)
σ 4(y)F1(y)

dy,

where K̄ denotes the mirrored kernel K , one obtains

H ′(
(x))

(
(I (x) − μ(x))2

2σ 2(x)
+ logσ(x)

− 1

2
(I 2(x)F4(x) + I (x)F5(x) + F6(x))

)
= 0. (30)

This equation can be implemented rather efficiently using
the filtering techniques mentioned in Sect. 5.3. The first two
terms are the usual part considered when applying coordi-
nate descent. The remaining terms take into account the de-
pendency of the distribution on 
. In the same style one
can derive the gradient for the local nonparametric region
model:

−H ′(
(x))

(
logp(I (x),x)

+
∫

�

K(y − x)H(
(y))(Kh(I (y) − I (x)) − p(I (y),y))

p(I (y),y)
∫
�

K(y − z)H(
(z))dz
dy

)
= 0.

(31)

More details on the derivation of the shape gradient and ex-
perimental comparisons can be found in the supporting on-
line material (Brox and Cremers 2007a).

6 Conclusions

In this paper, we have derived a statistical interpretation of
the well-known Mumford-Shah functional, in particular the
full version that allows for smooth region approximations.
We have shown that the Mumford-Shah functional can be
regarded as a first-order approximation of a maximum a-
posteriori model where each region is modeled by the mean
estimated in a local Gaussian neighborhood. This interpre-
tation allows to define extended versions of the Mumford-
Shah functional, for instance, by considering the variance in
the estimation process. Moreover, the relation between the
regularization involved in the Mumford-Shah functional and
Gaussian convolution provides more efficient implementa-
tions. By using box filters or recursive filters the initially
slow estimation of the smooth approximation in each region
can be accelerated up to two orders of magnitude. Addi-
tionally, the statistical model, thanks to its analytic region
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description, allows to replace the coordinate descent by a
gradient descent. Segmentation models based on local re-
gions statistics provide a nice intermediate stage between
conventional region based segmentation and edge based ap-
proaches: the first class of methods is driven by global dif-
ferences in the intensity distribution, the second one by very
local differences in the intensity (the image gradient). With
local region statistics, one is not obliged to choose one of
these extremes, but can freely select the scale of homogene-
ity expected in an application.
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